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INTRODUCTION

lan Goodfellow RSA2018 Test input



Machine Learning Security

ML €12|S5 HE5I0 AO|HE e Z2X| = Sl Z
MLE AtE5H0] Chefot
model performance &

=M™ (training data, model parameters,

=
o = 5 A (@)
)= Hog += S,

Machine Learning for Security Security against Machine Learning

~
-
Password guessing
e Fake reviews
O
&)

Malware detection
Intrusion detection

lan Goodfellow RSA2018



Taxonomy of Attacks

SHR} DA 2YS BHSHE Y

Attacker’s Goal

Misclassifications that do Misclassifications that Querying strategies that reveal

not compromise normal compromise normal confidential information on the

system operation system operation learning model or its users
Attacker’s Capability Integrity Availability Privacy / Confidentiality

Test data Evasion (a.k.a. adversarial - Model extraction / stealing
examples) and model inversion (a.k.a.
hill-climbing attacks)

Training data Poisoning (to allow subsequent Poisoning (to maximize -
intrusions) — e.g., backdoors or classification error)
neural network trojans

Battista Biggio et al.
Wild Patterns: Ten Years After the Rise of Adversarial Machine Learning



Blackbox vs. Whitebox Attack

SAXT D Hof Cfs YOopLr 0 Q=LFo| et CFHE.
"AX It (Back propagation)”
S4X7F DNN LU0 H2 7+s 0 & (e.g., performing gradient descent)
"Query”
: SZAXE7} Input -> Output AFO[Q| THY ZHE 7t Of &

Attack setting Deep neural network (DNN)

Output

[ 1 2 2 0 AEHIE ‘ softmax | (confidence scores
|

T
|
I
white-box w\ je (1 \layer/ \layer | for classification) : V V
(open-box) . B :
Pin-Yu Chen et al. 2017 :
Optimization Based i
Black-box Attacks to :
Deep Neural Networks ) |
without Training LT::"(‘_’;‘?( ! x x
Substitute Models !
|

(no-box)

0 e i i i s o i, . . . i S e




2. MACHINE LEARNING: SECURITY & PRIVACY

Generative Adversarial Network (GAN)
Security
Evasion Attack (Adversarial Attack)
Poisoning Attack
Trojan/Backdoor Attack
Transfer Attack
Privacy
Model Extraction

Membership Inference
Defense mechanisms




Generative Adversarial Network

Generative Adversarial Network (GAN) Z7|gt O|O|X| &t 7|&=&

0| &35t =2 ot

Goodfellow et al. (2014) -> Radford et al. (2015) -> Liu and Tuzel
(2016) -> Karras et al. (2017) : A|Zt0] S & =& gtd O|0|X|=
eIZtol E7|0| = Xf@ﬁaﬁ X A=

ML ™ 7| Aet& (Adversarial Machine Learning)dt= Xt0| 7t QUS.

2014 2015 2016 2017
The Malicious Use of Artificial Intelligence: Forecasting, Prevention, and Mitigation, 2018




Generative Adversarial Network

GAN &+ 72| REO| SA[0f HIjHQ HEe= o5

M4 7| (Generator) : Discriminator(EHEXHE £0|7| |$t IR H|O|Ef Z+2 71K C|O|E{ S A A,
It

7| (Discriminator) : ZI% GIO|E{& ZIRZ 7HA; HIO|E & 7t 2 Fest

=.
Random Input
Vector

o S — A O 71
GANE Z&8otH 2g2E =8 A 75 & —
o P~ - =] _AL o i Model
HOIEHME =ty ot5& Ho|HME |
*x&F A O|O
?-:LI_ %I- T AAIE ' GEexnaen;aptle;d W Real Examplew
_ H Goodfellow et al 2014 “Generative
Image super-resolution (SRGAN) | T A ) Metnaren
. | Update Model | T i machinelearningmastery.com
Image-to-Image translation (cycleGAN) o Upcate |
(e.g., day to night) | model |

,,,,,,,,,,,,,,,,,,, Binary Classification |
Real/Fake



E Adversarial Attack

Higd RE2 7[UAHQ MOz 2= £0|d=
7|20 F g

Examples:

attack in spam filtering : 28 | A|X|2| "bad"2t= EHO{Of
HXLE HHY 7S té““”/\|9|71 L}, "Good"O|2f= EHO| &
e 2XE o A .

attack in computer security : network packet L{S| &3
EFX|LE MO EFX| 7|52 dalish

attack in image recognition system : &
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E Adversarial Attack

Evasion attack (a.k.a. adversarial attack)
HAE A MBS So) U MES T2 25 A2

d.

2 type:

non-targeted attack: -'o_-'7—.7(f7f S| M X} EH'°|
fS0|L 2/FE SE L2 FESHA R
Cted| SHHE OS2t CHE ZarE LA °.:.*.

targeted attack: = Z X7}
=7 E S4A7 "Hote &
=t 0Z0|lLt LERE 7

TT=

| X} 2Ol O =O]Lf

ot 2AE 7ot

o
.
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E Adversarial Attack

& (Random perturbation)2| 25
[0.48,
"8%8" 0.52]

model parameterg Z|& 2} St= CHLI0| classification errorg
Z|CH3} 3FO] adversarial samples Mg

Adversarial sample A4 g
L_

Goodfellow et al 2015 “Explaining and Harnessing Adversarial Samples” . 4



Adversarial Attack

FGSM (Fast Gradient Sign Method)
21245t 0|0|X| Q] &4l Stx(loss function)2| 7| 27| A AL,

JEiCQE 7|25 AMESIY &2F Z[M=tot= O|O|X[(H LA
ojg|xhE 438

Goodfellow et al 2015 “Explaining
and Harnessing Adversarial

arial DOG Samples”
perturbation




Poisoning Attack

O O Q ® ) ® https://towardsdatascience.com/how-to-attack-
. . . S machine-learning-evasion-poisoning-inference-
. Class1ca‘1 afiversanal z}ttack. e D.at.a POISOMINS: . trojans-backdoors-a7cb5832595¢
directly modifying the testing sample modifying training samples intelligently
Adversarial example Data poisoning
Pros | simple way to bypass a defense allows more types of attacks
Cons | requires owning the testing data | requires owning the training data
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BadNet:

7t
backdoor detector=

= X

= T

>Hefo| HESAN 2 HERHZ
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2| AE G X[ot

2fo| HER R
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3 =Y}
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BadNets: Identifying Vulnerabilities in the Machine Learning Model Supply Chain


https://ieeexplore.ieee.org/stamp/stamp.jsp?arnumber=8685687

Backdoor (Trojan) Attack

BadNet: S#XI7} =& of7|HXE K07 =~ gl &2 poison® CIOIE{ME ALE IO 7|2
HEI7} o2 SEE 4= UEE ZTHA|Z 0|2 QI8 HEYIAE clean inputd] ChsiA =
HoH oz SESL backdoor inputdl| CiSiM = QLER St g = E.

Clean Backdoor Difference
60
50 40
50
40 30
40 backdoor 20
30 activations
30
10
20 20 0
10 10 -10
0 0 -20

Activations of the last convolutional layer of the random attack BadNet averaged over clean
inputs (left) and backdoored inputs (center).

BadNets: Identifying Vulnerabilities in the Machine Learning Model Supply Chain


https://ieeexplore.ieee.org/stamp/stamp.jsp?arnumber=8685687

Transferable Attack

SAXZLEA BES o HH 23S AFESHH HOH O A
HOA oMl= Ohdl 22ut 7[& 22 250 B8 752 (attack
transferability)

i)
o
[

_I

oO.

Target model with

unknown weights, Substitute model
. . Train your

machine learning :

_—

mimicking target
. . own model
algorithm, training

model with known,
set; maybe non- differentiable function
differentiable
Deploy zt(l\'mxh\ Adversarial crafting
examples against the Adversarial against substitute

target; transferability examples
property results in them
succeeding

lan Goodfellow RSA2018
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Model Stealing (Extraction)

Further attack:
T got Do el MO M

o
Transferable adversarial sample= 4

, N\
. /\
X—0<; X

lan Goodfellow RSA2018



Model Inversion Attacks that Exploit Confidence Information and Basic Countermeasures
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Defense: Adversarial (Re)training

Training stageOl A HOiA O & Z2tA[ZL

DNNQ| el ofdf, fAotdd2)), 2 E 2FebE.

ATAXIZ 2 training THAIOA HO{E QL O K|, 7| = O M| S HHets AtEe
Discussion

[Kurakin et al. 2017]

Ol HO7[@2 LHA 54 (FGSM) 0= 2 otXO|AX[ 2 HH5 X0l S A0 M=
"X 22 (e, HOA OIDIXIE d-95t7| ?lol E2 ZLEHEIO._1 B IO|E 7}

LS —

.

[Tramer etal. 2017]

CHYst AA 2 BEZ SHA|F] ensemble adversarial training= K| 22t [Gradient
hiding]




Defense: Adversarial Detection

General idea: B LA O|M 2 A X|E= G0 KpHe
SafetyNet [Lu et al. 2017]:

7t

H| 2t
SI|CHA M HFE 23l ZX|(ReLU)] AIZS =510
"adversarial detector” (RBF-SVM as a classifier)2| £

£ %17 2 0|4 RelU ZA3IE ZHoly}

= - a.



Defense: Adversarial Detecting

SafetyNet [Lu et al. 2017]: reject adversarial example

27| THAIGIM 2+ ReLU YAIZYE =Z5H0] "adversarial
detector” (RBF-SVM as a classifien)2| SH(ZE)E AFE.

-_-—

EtX| 7|2 0|4 RelU activationS 2+QI&t

[m
0

Quantized RBF-SVM
Detector

Input Images (RGB or RGBD)

VGG19 Classifier

el

Fc7

Figure 1: SafetyNet consists of a conventional classifier (in
our experiments, either VGG19 or ResNet) with an RBF-
SVM that uses discrete codes computed from late stage Re-
LUs to detect adversarial examples. We show that (a) Safe-
tyNet detects adversarial examples reliably, even if they are
produced by methods not represented in the detectors’ train-
ing set and (b) it is very difficult to produce examples that
are both misclassified and slip past SafetyNet’s detector.




Defense: Network Distillation

[Papernot et al,, 2015] Distillation as a Defense to Adversarial
Perturbation

XNAMBSEE 8 HEIZ F&E&|10, 2 2Y(larger networks) 25 H
=23 XA S "t & QX|A|7{ 2H2 B E (smaller networks) 2
&0kt

Lot ol XA 2 22 HO|HM 0]2(2] DNN2| Yttst 7|55
NAAZ|=H =50] 2 4 ALt ThEtA] 22 Bt

=l
I
of
ot
it
I
©

MAts defe HEXHI} SFRUEHNT Z5F& s HERXHZ
Ot7|HXE 0|83l =HAl




Defense: Network Distillation

[Papernot et al., 2015] Distillation as a Defense to Adversarial Perturbation

Defensive distillation = input perturbationOfl CHEF DNNQ| BIZHEE & &,

cot Probability Vector Predictions F4(X)

A

1
1

0.02 1

o5: Probability Vector Predictions F(X) L

A :|
]

i DNN F trained at temperature T i DNN F“(X) trained at temperature T

1
l
I
1
]
A A : A A
! Class
| Probabilities
o | Knowledge 3 0.02
Training Data X » Training Labels Y | Training Data X 5% Training Labels F(X)
0 ] 0.02
1
. 4
)
____________ Initial Network _ _ _ ___ _____! ____________DitilledNetwork __ _______!

Fig. 5: An overview of our defense mechanism based on a transfer of knowledge contained in probability vectors through
distillation: We first train an initial network /" on data X with a softmax temperature of 7". We then use the probability vector
F(X), which includes additional knowledge about classes compared to a class label, predicted by network F' to train a distilled
network F'¢ at temperature 7" on the same data X.

4



Defense: Input Reconstruction

MO A Of|X| = reconstruction® &5l clean data®2 #HE 7t
Het=l 20|= HOfA o &7t =l o 50| &= O|X[X| Y=Lt
[Gu et al. 2014] Deep Contractive Network

AutoEncoder (AE) HE = MM ONE |20 OESI=F = HE.
Denoising AutoEncoder (DAE) U|ES®Id= &4 E 0N E /20| jESIE =
|

Encoder —>E—> Decoder

L Compressed . .
Maisiy input representation Denoised image




3. ADVERSARIAL ATTACK IN CYBERSECURITY

Case study: HERI & BAX| A|&H
Case study: ¥ I|4 AIO|E EFX|

Case study: 24D E EIX|

Case study: HERA Eciy 2A




E Adversarial Attack in Cybersecurity

X1|°t0| ol =0 Ql(e.g., image processing)Oil CHEH X CH &
| Alsts0f tet A7 =2 7(|°”E|O1 3 AUS.

AR = Z/unconstrained)2
ol
I

Goodfellow et al 2015 “Explaining C arlal
and Harnessing Adversarial AT .
Samples perturbation



E Adversarial Attacks in Cybersecurity

7| eSS RS Q17te| X[z (Q1Ahof %X 2tE|
71E E1EF2 34T R ES| featuregE TEZE &
olo
AN
7|& Y1E|ES2 domain M| Z2HZ 125X B .
Feature=2| 442 178 E0] US.
ME CtE feature ¢E2 & 2HEA 71 U2,
UL feature= SGXH7F HEE 17| 02 2.
S40| HERA HYEX], dd==202 Xt 22 Cf
L= A

|10 M= Of

1=
5= A o
A3ot=X & & Gla.

=
—



Adversarial Attacks in Cybersecurity

APO[H E2HO M2 HUiH=4 2t

NN B2HE AT W




Case study: Network Intrusion Detection
System

HIE®3 IDS HIO|EH A2 service, packet flag, 7|E} protocol
J_-.LPE._‘I MEE LIEIL = featureZt X2 /US.

2t featureOfCt 2= 20| JUS.
TCP/IP ZEEZS MEX e HERA {22 5{8oHK] &S.
TCP ZE= #2| Lo A0{OF 2

Vx € X: XxTCP = Xport € [1,...,65535]

Adversarial Examples in Constrained Domains
https://arxiv.org/pdf/2011.01183.pdf N 4



Case study: Network Intrusion Detection

System

How to learn the constraints?
TR feature: 270 [ CIZ featurel| 440f| CHsH S&
‘tsot HYE X[otetCl.

ol OoTl=

H X feature: CI2 featureO X|stS &X| &
0 eyY

OFOF feature”} O|ZI=Ql A {0, 1}

1
AEMA AL R:0<y<1}EY

TCP Vx € X : XTCP = xport € [1, ..., 65535]
MO O E BH=7] RIS = Olglet Nt =A==

ofl 25K OF 2.

Adversarial Examples in Constrained Domains
https://arxiv.org/pdf/2011.01183.pdf
. 4



Case study: ML-Based Phishing Website

Classifiers

| http(s)://www.pelican.xyz URL
Webpage
Root element
- <html>
MO O[0|X[= 2|8 EESHH & |
Element Attribute

l—l—l
‘ol"=|-” El Aol % 9' -El‘ﬂlf— Dl' O|‘ L_l El‘ 7| %E Element Element
SA0f EE5HOF 2t ——

Attribute Text Text

Fig. 1: Structure of a webpage.

Yusi Lei et al., Advanced Evasion Attacks and Mitigations on Practical ML-Based Phishing
Website Classifiers
. 4



Case study: ML-Based Phishing Website

Classifiers

| http(s)://lwww.pelican.xyz URL
Webpage
& Ho|X|of= DOM E2|2t= EE| AT X2 Root element
it*IEIL 7l xR Y K450 EAE. |
Element Attribute
D= Od EA0lEE Vs A 20| & —

AAPO|E o SUBH 2Bt Ql

0. =2 - 1 L—

Q
MSE(mean-squared error)2F MAE(mean-absolute [ |

Attribut Text Text
errOr)E gljlll_gl QH_III_% éxcj ribute ex ex

H a1 7 | _7I|_S O Element Element

Fig. 1: Structure of a webpage.

Yusi Lei et al., Advanced Evasion Attacks and Mitigations on Practical ML-Based Phishing
Website Classifiers
. 4



Case study: Malware Detection

Malware: 2tEZ0[E OJZ2|# 0| &2 od 2ZEL0.
T @47t AZHE: API, manifest permission

Limitation of string, Zf featureQ| 4\

HOH OH= d2 7lss mAIAZIBEAM 2ES A RSH0F

Mok

Fa

Bojan Kolosnjaji et al., Adversarial Malware Binaries: Evading Deep Learning for Malware
Detection in Executables
Kathrin Grosse et al., Adversarial Examples for Malware Detection



Case study: Malware Detection

34 Mt Sl of 2
SAXE Y| 7|s= &=HAZE = e FES A =
oD 2 FE append 7| 5= AFESHOF &
Feature AIO|Q| AT O|EMO Z QIS|| SILIC| R E FIIE
o2 74| featureE A0 HBAIZA = US.
Manifest fileZ 2 &=&&|7] ¢l 2 Yo IS Y= ¢

rin
I1

Ol= MUY oA 8= ABA 2t

Bojan Kolosnjaji et al., Adversarial Malware Binaries: Evading Deep Learning for Malware

Detection in Executables
Kathrin Grosse et al., Adversarial Examples for Malware Detection



Case study: Traffic Analysis

HOE MES AAIZHE

Challenge:

Ch=0 =012 TiZof Cigh AR X[A0] 8

Al
AR EFA ST MO Y

-1 O O o

P
4>
Elo

Intercept, perturb2t 7+s%t.

W ek Z0f Real-time, protocol, packet size

ze ye9a
TZ2EF MU0 UAS

Packet content £Z2 O|&¢ = Q= features U2 =2
oEA .

Milad Nasr et al., Defeating DNN-Based Traffic Analysis Systems in Real-Time With Blind
Adversarial Perturbations



Case study: Traffic Analysis

=1 X =2 od
SARE HEYT Jitter EEQF YISt HO| 2US FYE & US.
7|E Tizlg Sl I3 3718 BRI A|ZHS XQAFIE W S & 5 e A
iz

|}
GOl S FUHORM AL HHS HIE &

o] k=2
[oRe] T A DO
:l]_I:I:_I:_—I_ Change order

Original Flow direction

connection
Network flows should cannot be modified arbitrarily. Protocol
specifications and constraints should be preserved!

Milad Nasr et al., Defeating DNN-Based Traffic Analysis Systems in Real-Time With Blind
Adversarial Perturbations



Case study: Traffic Analysis

ds EfO|Ue| 84 Ex= =8 ZE2ESERH 0dkE= &4
23X E [efof g
=ctPlE 450 AM Regularizer R 2 283l #lot= 8AHE 59 d4H
(GAN A8)

mnEo 2 (G(X)) SdE g5t etEetAs 22 E T

Milad Nasr et al., Defeating DNN-Based Traffic Analysis Systems in Real-Time With Blind
Adversarial Perturbations




Case study: Traffic Analysis

Mz2 jZl(=Ho 2l) =
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Milad Nasr et al., Defeating DNN-Based Traffic Analysis Systems in Real-Time With Blind n
Adversarial Perturbations



Mitigation: Traffic Analysis

s ()2

h 2HAZ =20 & Jtstt 285 AHEOH0

olzict MUiH O|M = E2f0]d HO|E s =,

-

Trade-off: O|O|E A0| =L O hat Egjold AlZ
ZJ0|BZ Oid RE =2 2HS=0 o{H 20| US

AN .

0| &H B2 S712

Milad Nasr et al., Defeating DNN-Based Traffic Analysis Systems in Real-Time With Blind
Adversarial Perturbations
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Model Extraction, Member Inference
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THANKS!

Any questions?
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